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Abstract. Modern categorization models assume that frequency plays a direct role in the 

construction of category representations. Prototype models assume parametric summaries of 

experienced distributions, wherein the category consists of a measure of central tendency and 

a measure of variance. Exemplar models rely on veridical storage of each token in episodic 

memory. What these classes of models have in common is that they both suggest that 

category learners directly represent experienced frequency in its raw form, unmodified by 

cognitive processing. We test this assumption in an experiment employing the distributional 

learning paradigm. Participants learned novel phonetic categories through exposure to 

asymmetrical frequency distributions, and then rated the typicality of category members. 

Results indicated a shift in category typicality toward the long tail of the distribution. We 

interpret these findings as consistent with the log frequency hypothesis, whereby a token of 

experience with a stimulus matters more when that stimulus has been seldom encountered in 

the past. Because novelty draws attention, an exemplar of a rare category member shifts the 

category’s representation more than an exemplar of a frequent category member would. As a 

result, category typicality tracks log frequency rather than raw frequency. By training 

participants on skewed within-category distributions, we show that peak typicality does not 

correspond to any measure of central tendency drawn from the raw frequency distribution. 

However, it shifts with the mean of the corresponding log frequency distribution. We suggest 

that category learning models would benefit from incorporating a role for attention to 

individual exemplars, with unexpected, novel exemplars attracting attention and having a 

larger influence on the category representation than exemplars that are expected and 

unsurprising. 
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INTRODUCTION 

Category learning is central to functioning in a variable world. Grouping diverse stimuli into a 

single category allows us to generalize, treating novel things like things we have experienced 

before. Suppose that, walking through a forest, you briefly glimpse a dark shape through the 

trees. What is it, you wonder. If you infer that the creature is a dog, much information about 

that creature – one you may have never seen before – instantly becomes available, allowing 

you to generate predictions about its future actions and modify your behavior accordingly. 

You know that it might soon produce a loud annoying noise but that – despite its fearsome 

size – it is unlikely to eat you.  

Language learning involves acquiring categories of meanings (grouping together such diverse 

creatures as Rottweilers and longhaired Chihuahuas under the label dog) as well as categories 

of linguistic forms: words, intonation contours, individual sounds. Every time a word is 

pronounced, it is pronounced slightly differently, yet – as long as we recognize it – we still 

treat it as the same word. According to constructionist approaches to language, including 

Cognitive Grammar, much of language consists of knowledge of constructions, which are 

mappings between a form category and a meaning category (e.g. Taylor, 1995).  
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Why do we form a category? On supervised accounts of category learning, it is because all 

members of the category are alike in some crucial way: knowing that some creature is a dog 

allows us to make a host of valid inferences about the creature because all dogs are similar in 

attributes that we want to predict. For sound categories, one might argue that sounds belong to 

the same category if they have the same meaning. Thus, sounds that make a difference in 

meaning should be distinguished and those which can be exchanged without changing the 

meaning of a word should be treated as being the same. Of course, this is the procedure by 

which sound categories are discovered by a field linguist, who identifies sound categories by 

searching for minimal pairs of words like bear/pear. Because bear and pear are distinct 

words, with different meanings, and are not perceived as homophonous, [b] and [p
h
] must 

belong to two different categories of sounds. 

However, Maye and colleagues (Maye & Gerken, 2000; Maye et al., 2002, 2008) pointed out 

that supervised categorization is insufficient to account for how sound categories are 

acquired. An infant’s sound categories are largely adult-like by the time they are one year old, 

an age at which the child knows few, if any, minimal pairs of words. Instead, they proposed 

that infants learn categories by unsupervised learning, a skill also present in adults (Maye & 

Gerken, 2000). The unsupervised learner infers categories from probability distributions in 

similarity space. For example, [b] and [p
h
] are distinguished largely by the acoustic parameter 

of voice onset time (VOT). In English, [b]’s have VOT near 0, while [p
h
]’s have VOT over 20 

ms (e.g. Idemaru & Holt, 2011). A child that hears a lot of typical [b]’s and a lot of typical 

[p
h
]’s but rarely hears sounds with intermediate VOT values –  a bimodal distribution – can 

infer that there are two distinct categories of sounds. A child that tends to experience middling 

VOT values with some random scatter around a single mode – a unimodal distribution – will 

infer a single category. Maye et al. show that both infants and adults behave in accordance 

with this prediction when exposed to a set of meaningless sounds. Further cementing 

evidence for unsupervised categorization on the basis of distributional information, Gureckis 

& Goldstone (2008) show that exposing participants to a bimodal distribution of visual 

stimuli that receive the same label nonetheless leads to the formation of multiple perceptual 

categories, enhancing the participants’ ability to discriminate between stimuli falling into the 

two distinct modes. 

Because an unsupervised learner acquires categories from information about how sounds are 

distributed in the similarity space defined by perceptual dimensions (such as VOT), Maye and 

colleagues call this skill distributional learning. However, it remains an open question 

whether distributional learning results in veridical knowledge of the experienced distribution. 

If you experienced [p
h
]’s with 30 ms VOT 50 times, and [p

h
]’s with 25 ms VOT 15 times, is 

this information stored in memory, perhaps resembling a histogram of the frequency 

distribution? Having learned that there are /p/’s and /b/’s, do we retain knowledge of how 

frequently we experienced different examples of the /p/ category? At one extreme, exemplar 

models maintain that we do indeed store the distribution veridically, with every experience of 

a category member contributing one token to the category representation (Ashby & Waldron, 

1999; Nosofsky, 1986). In contrast, prototype models suggest that we store only a couple 

parameters providing a summary description of the category’s central tendency and 

variability; these parameters are usually assumed to be the mean and the variance of the 

experienced distribution (Feldman et al., 2009; Flannagan et al., 1986). At the opposite 

extreme from exemplar models, classical views of categorical perception suggest that we 

retain no knowledge regarding the internal structure of the category: a /p/ is a /p/ is a /p/, 

regardless how often that particular exemplar has been experienced or how close the 

perceived token of /p/ is to a typical /p/. 



All we really know for sure at this point is that the classical view is incorrect (see also Taylor, 

1995, for a summary of the evidence pointing to the same conclusion in semantics). Pisoni & 

Tash (1974) showed that, even when listeners judge two acoustically different consonants to 

be the same in a discrimination task, they are slower than when the consonants are 

acoustically identical, indicating that categorizing sounds together does not render one unable 

to distinguish among them. McMurray et al. (2002) found that listeners’ eye movements are 

liable to dart to the picture of a bear when they hear a token of [p
h
]ear with a relatively short 

VOT, even when they still judge the [p
h
] token to be a /p/. Miller (1994) showed that listeners 

can reliably judge the relative typicality of tokens belonging to the same phoneme, indicating 

some knowledge of the internal structure of a sound category. However, we do not know 

whether the representation of the within-category typicality structure is a veridical reflection 

of the experienced frequency distribution. 

In the present paper, we argue that we do not have veridical knowledge of the experienced 

frequency distribution, but not in the way previously envisioned by, for example, Flannagan 

et al. (1986), who have argued that learners are biased to expect normally-distributed 

categories and are thus bound to misrepresent distributions that deviate from normality. 

Instead, we propose that frequency representation is not veridical because repeatedly 

experiencing a stimulus yields diminishing returns. The more you experience something, the 

less surprising it is when it comes up again. One does not attend to unsurprising stimuli 

because there is little to learn from them: no change in beliefs is required unless we 

experience something our beliefs has led us not to expect (Rescorla & Wagner, 1972). In 

contrast, surprising stimuli are likely to be attended and stored in memory (Palmeri & 

Nosofsky, 1995; Tulving & Kroll, 1995). Thus, experience with an unsurprising stimulus 

contributes less to the memory representation of a category than the same amount of 

experience with a stimulus that is more surprising (see also Sakamoto et al., 2008). 

In psycholinguistics, the greater importance of surprising experiences for memory 

representation has been established best in the domain of word recognition: various measures 

of processing difficulty as well as judged familiarity are a linear function of log frequency, 

rather than raw frequency (e.g. Howes, 1957; Kreuz, 1987). Similarly, the higher the 

frequency of a word, the less it benefits from repetition priming (Forster & Davis, 1984). We 

do not store frequency of a stimulus, we store its log frequency. The relationship between 

frequency and log frequency is shown in Figure 1.  

 

Figure 1. The relationship between frequency and log(frequency), the latter roughly corresponding to ease of 

processing or execution. A word experienced 20 times is much easier to recognize and much more familiar than 

one experienced once. A word experienced 80 times is almost as easy to recognize and almost as familiar as a 

word experienced 100 times. 

If we track log frequencies of words, why would we track raw frequencies of sounds? Yet, 

this is what is required if category representations are to be veridical representations of 



experienced frequency distributions. Interestingly, if category goodness tracks log frequency 

rather than raw frequency, then the more unusual, less frequent stimuli within that category 

are not perceived to be as unusual as they are. As shown in Figure 2, the distribution of log 

frequencies is much closer to a uniform distribution than the distribution of raw frequencies. 

Converting raw frequency into log frequency makes the difference between the rare and the 

unattested infinitely large, while the difference between the frequent and the rare shrinks. 

Thus the log frequency hypothesis goes a long way towards explaining why sound categories 

are perceived as having fairly strict boundaries (Liberman et al., 1957), and even why 

linguistic theories emphasizing the difference between attested and unattested while ignoring 

differences in frequency between attested structures (e.g. Chomsky & Halle, 1968) were able 

to dominate the field for as long as they did. 

 

 

Figure 2. Experienced frequency (in black) for a category based on a normal distribution vs. the logarithm of 

experienced frequency (in blue) rescaled to have the same mean. 

In this paper, we test the log frequency hypothesis in a distributional learning experiment 

where participants learned a novel phonetic category through passive exposure to a multitude 

of exemplars. These exemplars were distributed differently depending on training group, with 

one group learning a positively-skewed distribution and the other group a negatively-skewed 

distribution. Following training, subjects rated the typicality of experienced tokens. 

According to the log frequency hypothesis, the typicality of exemplars from the sparsely 

populated tails of each training distribution should be under-predicted by raw frequency but 

not by log frequency. In other words, rare exemplars were expected to make disproportionally 

large contributions to category representations because of their salience. This prediction was 

borne out in the experiment. 

 

EXPERIMENT 

Method 

Sixty-six native English-speaking adults participated in the study. The stimuli consisted of 

acoustically synthesized tokens of the syllable /ka/ with a rising-falling (LHL) lexical tone. 

The magnitude of the pitch excursion (the difference between L and H) varied along a 

continuum between 4 and 18 semitones (ST). The subjects were divided into two groups (n = 

33), and each group was exposed to a different training distribution consisting of 550 tokens. 

The Left distribution featured negative skew, with a right-displaced mode and a long tail on 

the left. The Right distribution was its mirror image, with most of the exemplars concentrated 

on the lower end of the continuum where the pitch excursions were small. Training consisted 

of passive listening to all 550 tokens in random order. Because word-level tone is not 

contrastive in English, we assumed no interference from L1 sound categories. Following 



exposure, each group rated the typicality of /ka/ tokens ranging between 1ST and 21ST on a 

7-point Likert scale. 

If we summarize the two training distributions based on raw frequency, their means and 

variances are roughly the same (Figure 3, left panel). Categorization models that average over 

veridically stored exemplars thus predict that typicality scores should be maximal over the 

mean, i.e. identical for each training group. On the other hand, if our parametric summaries 

are based on log frequency, the means of the two distributions are not equal but slightly 

shifted toward the tails (Figure 3, right panel). If learners calculate typicality as a monotonic 

function of log frequency, the distributions of Likert scores should also shift toward the tails. 

 

Figure 3. Training distributions in Experiment 1 in raw frequency (left) and log frequency (right) space. The 

vertical lines represent distribution means. Note that the means are the same in the left panel but not in the right 

panel, where they are closer to the tails. This is because the log transformation compresses differences between 

frequent events while expanding differences between rare events (see text). 

 

Results 

As shown in Figure 4, ratings distributions did not overlap, contrary to the veridical storage 

hypothesis. Importantly, typicality appears to have shifted away from each mode and toward 

the tails. A shift in this direction is difficult to account for with veridical frequency learning 

because peak typicality shifts away from all measures of central tendency: the mean (which is 

the same for the two distributions), the median and the mode (which predict a shift in the 

opposite direction). Fitting the ratings as a 2nd-order polynomial function of centered pitch 

excursion (with random slopes for Subject) revealed a significant interaction of the linear 

term with training group (β = 2.02, t(6.4) = 4.19, p < .001), indicating that the shift suggested 

by Figure 4 was statistically significant. This suggests that subjects relied on log frequency 

and not raw frequency in calculating category goodness. 

 

Figure 4. Normalized typicality scores across the range of pitch excursion magnitudes in Exp.1. The left panel 

shows actual ratings (error bars = 95% C.I.); the right panel shows loess-smoothed ratings for visual clarity. 
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DISCUSSION 

The results of our experiment provide support for the well-established finding that phonetic 

category structure acquired by learners is related to distributional information. Once again, 

classical categorization theory is proven wrong: categories have internal structure, and this 

structure is related to frequency of exposure. The main contribution of this paper addresses 

the nature of the mapping between frequency and learning. We show that this mapping is not 

direct, but rather logarithmic: relative to input distributions, the acquired categories are 

compressed such that rare exemplars are overrepresented. Pound-for-pound, these exemplars 

thus have a disproportionately large influence on category structure. We suggest that the 

logarithmic nature of this mapping arises from domain-general principles of attention 

allocation during learning. Frequent events are by definition expected and thus relatively 

uninformative: little is gained by allocating full attentional resources to their processing. 

Because attention modulates learning outcomes (e.g. Kruschke, 1992), unattended dimension 

values may be learned poorly. By contrast, rare events are informative by virtue of their 

novelty; this may attract attention during learning, leading to stronger encoding. 

The relationship between novelty and attention is well-documented in visual and auditory 

processing (e.g. Hutt, 1975; Johnson & Schwarting, 1997; Parmentier, 2008), but has received 

relatively little direct scrutiny in linguistics (see Chang, 2013 for a review). A notable 

exception is Weber (2001), who asked German and Dutch listeners to detect fricatives in 

nonword contexts which either conformed with or violated German phonotactics. German 

listeners were quicker to detect the targets in phonotactically illicit than in phonotactically 

legal environments. By contrast, Dutch listeners performed equally in both contexts. Weber 

attributed the difference to the violation of German listeners' expectations: phonotactically 

unexpected events attracted attention and sped up the phoneme detection.  

More evidence for the influence of novelty on language learning is provided in Tulving & 

Kroll (1995). English-speaking adults were given to a list of nouns and asked to make 

animacy judgments about their referents. Following this exposure, the subjects studied a list 

of words that contained these same words (familiar) as well as additional nouns (novel). At 

test, the participants were presented with a set of words and judged whether or not these 

words were included on the study list. Recall performance was better on the novel than 

familiar words. The authors interpreted this finding in terms of the novelty/encoding 

hypothesis, citing evidence for neural networks whose function is novelty assessment, and 

arguing that such networks influence episodic encoding via their connections to long-term 

memory systems. 

As mentioned in the Introduction, the relationship between word frequency and processing 

has been shown to be non-linear. Despite this evidence, phonetic categorization models 

consistently make the linear assumption. For example, one of the most influential exemplar 

models, the Generalized Context Model (GCM; Nosofsky, 1986), argues that the probability 

of categorizing a token into a given category is a function of its similarity to all tokens 

belonging to all competing categories. In other words, each exemplar gets one vote, which is 

then weighted by its perceptual distance to the target. If categorization probability and 

typicality are taken to reflect the same category structure (an assumption we are explicitly 

making), then our results suggest that the "one exemplar, one vote" mechanism should be 

modified to incorporate the role of novelty. This step would bring categorization models in 

line with other areas of language processing where the logarithmic relationship between 

frequency and processing is well established, simplifying the theoretical apparatus. 
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